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QUESTION 1

You are training machine learning models in Azure Machine Learning. You use Hyperdrive to tune the hyperparameter. 

In previous model training and tuning runs, many models showed similar performance. 

You need to select an early termination policy that meets the following requirements: 

1.

 accounts for the performance of all previous runs when evaluating the current run 

2.

 avoids comparing the current run with only the best performing run to date 

Which two early termination policies should you use? Each correct answer presents part of the solution. 

NOTE: Each correct selection is worth one point. 

A. Median stopping 

B. Bandit 

C. Default 

D. Truncation selection 

Correct Answer: AD 

The Median Stopping policy computes running averages across all runs and cancels runs whose best performance is
worse than the median of the running averages. 

If no policy is specified, the hyperparameter tuning service will let all training runs execute to completion. 

Reference: https://docs.microsoft.com/en-us/python/api/azureml-train-
core/azureml.train.hyperdrive.medianstoppingpolicy https://docs.microsoft.com/en-us/python/api/azureml-train-
core/azureml.train.hyperdrive.truncationselectionpolicy https://docs.microsoft.com/en-us/python/api/azureml-train-
core/azureml.train.hyperdrive.banditpolicy 

 

QUESTION 2

HOTSPOT 

You create an Azure Machine Learning workspace. 

You need to detect data drift between a baseline dataset and a subsequent target dataset by using the
DataDriftDetector class. 

How should you complete the code segment? To answer, select the appropriate options in the answer area. 

NOTE: Each correct selection is worth one point. 
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Hot Area: 

Correct Answer: 
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Box 1: create_from_datasets 

The create_from_datasets method creates a new DataDriftDetector object from a baseline tabular dataset and a target
time series dataset. 

Box 2: backfill 

The backfill method runs a backfill job over a given specified start and end date. 

Syntax: backfill(start_date, end_date, compute_target=None, create_compute_target=False) 

Incorrect Answers: 

List and update do not have datetime parameters. 

Reference: 

https://docs.microsoft.com/en-us/python/api/azureml-datadrift/azureml.datadrift.datadriftdetector(class) 

 

QUESTION 3

You register a model that you plan to use in a batch inference pipeline. 

The batch inference pipeline must use a ParallelRunStep step to process files in a file dataset. The script has the
ParallelRunStep step runs must process six input files each time the inferencing function is called. 

You need to configure the pipeline. 

Which configuration setting should you specify in the ParallelRunConfig object for the PrallelRunStep step? 

A. process_count_per_node= "6" 

B. node_count= "6" 

C. mini_batch_size= "6" 

D. error_threshold= "6" 

Correct Answer: B 

node_count is the number of nodes in the compute target used for running the ParallelRunStep. 

Incorrect Answers: 

A: process_count_per_node 

Number of processes executed on each node. (optional, default value is number of cores on node.) 

C: mini_batch_size 

For FileDataset input, this field is the number of files user script can process in one run() call. For TabularDataset input,
this field is the approximate size of data the user script can process in one run() call. 

Example values are 1024, 1024KB, 10MB, and 1GB. 
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D: error_threshold 

The number of record failures for TabularDataset and file failures for FileDataset that should be ignored during
processing. If the error count goes above this value, then the job will be aborted. 

Reference: 

https://docs.microsoft.com/en-us/python/api/azureml-contrib-pipeline-steps/
azureml.contrib.pipeline.steps.parallelrunconfig?view=azure-ml-py 

 

QUESTION 4

You are creating a new experiment in Azure Machine Learning Studio. You have a small dataset that has missing
values in many columns. The data does not require the application of predictors for each column. 

You plan to use the Clean Missing Data. 

You need to select a data cleaning method. 

Which method should you use? 

A. Replace using Probabilistic PCA 

B. Normalization 

C. Synthetic Minority Oversampling Technique (SMOTE) 

D. Replace using MICE 

Correct Answer: A 

Replace using Probabilistic PCA: Compared to other options, such as Multiple Imputation using Chained Equations
(MICE), this option has the advantage of not requiring the application of predictors for each column. Instead, it
approximates the covariance for the full dataset. Therefore, it might offer better performance for datasets that have
missing values in many columns. 

References: https://docs.microsoft.com/en-us/azure/machine-learning/studio-module-reference/clean-missing-data 

 

QUESTION 5

HOTSPOT 

You are preparing to use the Azure ML SDK to run an experiment and need to create compute. You run the following
code: 
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For each of the following statements, select Yes if the statement is true. Otherwise, select No. 

NOTE: Each correct selection is worth one point. 

Hot Area: 

Correct Answer: 

 

Box 1: No 

If a training cluster already exists it will be used. 

Box 2: Yes 

DP-100 VCE Dumps | DP-100 Practice Test | DP-100 Exam Questions                              6 / 18

https://www.pass4lead.com/dp-100.html
https://www.pass4lead.com/dp-100.html
https://www.pass4lead.com/dp-100.html


https://www.pass4lead.com/dp-100.html
2023 Latest pass4lead DP-100 PDF and VCE dumps Download

The wait_for_completion method waits for the current provisioning operation to finish on the cluster. 

Box 3: Yes 

Low Priority VMs use Azure\\'s excess capacity and are thus cheaper but risk your run being pre-empted. 

Box 4: No 

Need to use training_compute.delete() to deprovision and delete the AmlCompute target. 

Reference: 

https://notebooks.azure.com/azureml/projects/azureml-getting-started/html/how-to-use-azureml/training/train-on-
amlcompute/train-on-amlcompute.ipynb 

https://docs.microsoft.com/en-us/python/api/azureml-core/azureml.core.compute.computetarget 

 

QUESTION 6

You need to visually identify whether outliers exist in the Age column and quantify the outliers before the outliers are
removed. Which three Azure Machine Learning Studio modules should you use? Each correct answer presents part of
the solution. NOTE: Each correct selection is worth one point. 

A. Create Scatterplot 

B. Summarize Data 

C. Clip Values 

D. Replace Discrete Values 

E. Build Counting Transform 

Correct Answer: ABC 

B: To have a global view, the summarize data module can be used. Add the module and connect it to the data set that
needs to be visualized. 

A: One way to quickly identify Outliers visually is to create scatter plots. 

C: The easiest way to treat the outliers in Azure ML is to use the Clip Values module. It can identify and optionally
replace data values that are above or below a specified threshold. 

You can use the Clip Values module in Azure Machine Learning Studio, to identify and optionally replace data values
that are above or below a specified threshold. This is useful when you want to remove outliers or replace them with a
mean, a constant, or other substitute value. 

References: https://blogs.msdn.microsoft.com/azuredev/2017/05/27/data-cleansing-tools-in-azure-machine-learning/ 

https://docs.microsoft.com/en-us/azure/machine-learning/studio-module-reference/clip-values Question Set 3 

 

QUESTION 7
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You are a lead data scientist for a project that tracks the health and migration of birds. You create a multi- class image
classification deep learning model that uses a set of labeled bird photographs collected by experts. You have 100,000
photographs of birds. All photographs use the JPG format and are stored in an Azure blob container in an Azure
subscription. 

You need to access the bird photograph files in the Azure blob container from the Azure Machine Learning service
workspace that will be used for deep learning model training. You must minimize data movement. 

What should you do? 

A. Create an Azure Data Lake store and move the bird photographs to the store. 

B. Create an Azure Cosmos DB database and attach the Azure Blob containing bird photographs storage to the
database. 

C. Create and register a dataset by using TabularDataset class that references the Azure blob storage containing bird
photographs. 

D. Register the Azure blob storage containing the bird photographs as a datastore in Azure Machine Learning service. 

E. Copy the bird photographs to the blob datastore that was created with your Azure Machine Learning service
workspace. 

Correct Answer: D 

We recommend creating a datastore for an Azure Blob container. When you create a workspace, an Azure blob
container and an Azure file share are automatically registered to the workspace. 

Reference: https://docs.microsoft.com/en-us/azure/machine-learning/how-to-access-data 

 

QUESTION 8

Note: This question is part of a series of questions that present the same scenario. Each question in the series contains
a unique solution that might meet the stated goals. Some question sets might have more than one correct solution,
while 

others might not have a correct solution. 

After you answer a question in this section, you will NOT be able to return to it. As a result, these questions will not
appear in the review screen. 

You are creating a model to predict the price of a student\\'s artwork depending on the following variables: 

the student\\'s length of education, degree type, and art form. 

You start by creating a linear regression model. 

You need to evaluate the linear regression model. 

Solution: Use the following metrics: Accuracy, Precision, Recall, F1 score, and AUC. 

Does the solution meet the goal? 

A. Yes 
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B. No 

Correct Answer: B 

Those are metrics for evaluating classification models, instead use: Mean Absolute Error, Root Mean Absolute Error,
Relative Absolute Error, Relative Squared Error, and the Coefficient of Determination. 

Reference: https://docs.microsoft.com/en-us/azure/machine-learning/studio-module-reference/evaluate-model 

 

QUESTION 9

You are analyzing a dataset by using Azure Machine Learning Studio. 

You need to generate a statistical summary that contains the p-value and the unique count for each feature column. 

Which two modules can you use? Each correct answer presents a complete solution. 

NOTE: Each correct selection is worth one point. 

A. Computer Linear Correlation 

B. Export Count Table 

C. Execute Python Script 

D. Convert to Indicator Values 

E. Summarize Data 

Correct Answer: BE 

The Export Count Table module is provided for backward compatibility with experiments that use the Build Count Table
(deprecated) and Count Featurizer (deprecated) modules. 

E: Summarize Data statistics are useful when you want to understand the characteristics of the complete dataset. For
example, you might need to know: 

How many missing values are there in each column? 

How many unique values are there in a feature column? 

What is the mean and standard deviation for each column? The module calculates the important scores for each
column, and returns a row of summary statistics for each variable (data column) provided as input. 

Incorrect Answers: 

A: The Compute Linear Correlation module in Azure Machine Learning Studio is used to compute a set of Pearson
correlation coefficients for each possible pair of variables in the input dataset. 

C: With Python, you can perform tasks that aren\\'t currently supported by existing Studio modules such as: 

Visualizing data using matplotlib 

Using Python libraries to enumerate datasets and models in your workspace Reading, loading, and manipulating data
from sources not supported by the Import Data module 
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D: The purpose of the Convert to Indicator Values module is to convert columns that contain categorical values into a
series of binary indicator columns that can more easily be used as features in a machine learning model. 

References: 

https://docs.microsoft.com/en-us/azure/machine-learning/studio-module-reference/export-count-table
https://docs.microsoft.com/en-us/azure/machine-learning/studio-module-reference/summarize-data 

 

QUESTION 10

You plan to run a Python script as an Azure Machine Learning experiment. 

The script must read files from a hierarchy of folders. The files will be passed to the script as a dataset argument. 

You must specify an appropriate mode for the dataset argument. 

Which mode can you use? Each correct answer presents a complete solution. 

NOTE: Each correct selection is worth one point. 

A. to_pandas_dataframe () 

B. as_download() 

C. as_upload() 

D. as mount () 

Correct Answer: B 

Reference: https://docs.microsoft.com/en-us/python/api/azureml-core/azureml.data.filedataset?view=azure-ml-py 

 

QUESTION 11

You retrain an existing model. 

You need to register the new version of a model while keeping the current version of the model in the registry. 

What should you do? 

A. Register a model with a different name from the existing model and a custom property named version with the value
2. 

B. Register the model with the same name as the existing model. 

C. Save the new model in the default datastore with the same name as the existing model. Do not register the new
model. 

D. Delete the existing model and register the new one with the same name. 

Correct Answer: B 

Model version: A version of a registered model. When a new model is added to the Model Registry, it is added as
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Version 1. Each model registered to the same model name increments the version number. 

Reference: https://docs.microsoft.com/en-us/azure/databricks/applications/mlflow/model-registry 

 

QUESTION 12

HOTSPOT 

You are running a training experiment on remote compute in Azure Machine Learning. 

The experiment is configured to use a conda environment that includes the mlflow and azureml-contrib-run packages. 

You must use MLflow as the logging package for tracking metrics generated in the experiment. 

You need to complete the script for the experiment. 

How should you complete the code? To answer, select the appropriate options in the answer area. 

NOTE: Each correct selection is worth one point. 

Hot Area: 
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Correct Answer: 
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Box 1: import mlflow 

Import the mlflow and Workspace classes to access MLflow\\'s tracking URI and configure your workspace. 

Box 2: mlflow.start_run() 

Set the MLflow experiment name with set_experiment() and start your training run with start_run(). 

Box 3: mlflow.log_metric(\\' ..\\') 

Use log_metric() to activate the MLflow logging API and begin logging your training run metrics. 

Box 4: mlflow.end_run() 

Close the run: 

run.endRun() 

Reference: 
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https://docs.microsoft.com/en-us/azure/machine-learning/how-to-use-mlflow 

 

QUESTION 13

You create a binary classification model by using Azure Machine Learning Studio. 

You must tune hyperparameters by performing a parameter sweep of the model. The parameter sweep must meet the
following requirements: 

1.

 iterate all possible combinations of hyperparameters 

2.

 minimize computing resources required to perform the sweep 

You need to perform a parameter sweep of the model. 

Which parameter sweep mode should you use? 

A. Random sweep 

B. Sweep clustering 

C. Entire grid 

D. Random grid 

Correct Answer: D 

Maximum number of runs on random grid: This option also controls the number of iterations over a random sampling of
parameter values, but the values are not generated randomly from the specified range; instead, a matrix is created of all
possible combinations of parameter values and a random sampling is taken over the matrix. This method is more
efficient and less prone to regional oversampling or undersampling. 

If you are training a model that supports an integrated parameter sweep, you can also set a range of seed values to use
and iterate over the random seeds as well. This is optional, but can be useful for avoiding bias introduced by seed
selection. 

Incorrect Answers: 

B: If you are building a clustering model, use Sweep Clustering to automatically determine the optimum number of
clusters and other parameters. 

C: Entire grid: When you select this option, the module loops over a grid predefined by the system, to try different
combinations and identify the best learner. This option is useful for cases where you don\\'t know what the best
parameter 

settings might be and want to try all possible combination of values. 

Reference: 

https://docs.microsoft.com/en-us/azure/machine-learning/studio-module-reference/tune-model- hyperparameters 
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QUESTION 14

Note: This question is part of a series of questions that present the same scenario. Each question in the series contains
a unique solution that might meet the stated goals. Some question sets might have more than one correct solution,
while 

others might not have a correct solution. 

After you answer a question in this section, you will NOT be able to return to it. As a result, these questions will not
appear in the review screen. 

An IT department creates the following Azure resource groups and resources: 

The IT department creates an Azure Kubernetes Service (AKS)-based inference compute target named aks-cluster in
the Azure Machine Learning workspace. 

You have a Microsoft Surface Book computer with a GPU. Python 3.6 and Visual Studio Code are installed. 

You need to run a script that trains a deep neural network (DNN) model and logs the loss and accuracy metrics. 

Solution: Install the Azure ML SDK on the Surface Book. Run Python code to connect to the workspace. Run the
training script as an experiment on the aks-cluster compute target. 

Does the solution meet the goal? 

A. Yes 

B. No 

Correct Answer: B 

Need to attach the mlvm virtual machine as a compute target in the Azure Machine Learning workspace. 

Reference: https://docs.microsoft.com/en-us/azure/machine-learning/concept-compute-target 

 

QUESTION 15

HOTSPOT 
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You use Data Science Virtual Machines (DSVMs) for Windows and Linux in Azure. 

You need to access the DSVMs. 

Which utilities should you use? To answer, select the appropriate options in the answer area; 

NOTE: Each correct selection is worth one point. 

Hot Area: 
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Correct Answer: 
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